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1 Introduction

The aim of this Workpackage was to provide an independent assessment of the developing JISC Information Architecture (IA) at least insofar as it impacted on and underpinned the 5/99 Programme
 The IA is in essence a description of the technical framework being put in place by the JISC to deliver a broad range of networked information services using established and emerging open systems standards to ensure interoperability between highly heterogeneous services. EDNER’s work has involved examining a number of sources of evidence to enable a commentary to be provided, mainly at strategic level but also affecting operationalisation of the Programme and more latterly of broader Information Environment (IE) developments. The EDNER team was thus concerned with the fit between the IA and JISC's long term strategy as well as the relationship between the Programme and the IA.

At the operational level, EDNER focused on one of the IA's guiding principles, that the Architecture supports the development of single points of access to multiple sources of information. At the strategic level EDNER attempted to assess the fit between the broad institutional and national higher education landscape and the IA. Both of these foci rapidly led to a concentration on the purposes of the IE and on the use (and more particularly the task and activity assumptions) which it is intended to support.

The MODELS verbs
 (Originally [Discover – Locate – Request - Deliver], later revised to [Enter - Survey - Discover - Detail - UseRecord - Request – UseResource]) formed a framework for much of this work, which was reported and discussed with the JISC Development Team at regular intervals. The purpose of this Report is to bring together the various threads of discussion and to attempt to draw some conclusions.

At the outset of this report it should be emphasised that the JISC IA has proved to be a robust concept which has been vital in the achievement of a coherent development of JISC services. While many of the points raised in this report may appear to be critical they should rather be read as reflections on achievements and pointers to future requirements. Nothing said here should detract from the remarkable achievement of the JISC and its staff, of UKOLN and of project teams in bringing to reality a truly national and integrated service covering a very wide range of disciplinary interests, delivering metadata, full text and multimedia to the desktops of academic staff and students in every UK higher education institution. The complexity of the IE is such that this achievement deserves to be recognised and applauded.

Origins and Development

It is important to revisit the origins of the IA in order to explore both the developments which took place over the period of the 5/99 Programme and the reasons for the scope of its concern. Thus it is worth recalling that as far back as the 1970s, and certainly in the 1980s, academic libraries were routinely providing access to large and complex datasets in a variety of disciplines. Many of these resources were provided by commercial or quasi-commercial organisations or learned societies. The usual model for provision was for the library to enter into a contract which stipulated payment on the basis of use. Some services charged by the number of records downloaded, others by connect time and yet others adopted more complex algorithms. The underlying model effectively discouraged widespread usage  and end-users were not normally allowed direct access. Librarians, who developed expertise in the minutiae of each interface, acted as intermediaries.

The critical event came in the late 1980s when, brokered by the JISC, the academic community shifted to the principle that such services should be “free at the point of use” and, by extension, to models which gave unlimited use in return for payment of a nationally-negotiated subscription.
 The JISC set up a significant number of these ‘deals’ and indeed continues to do so, with institutions picking up the costs as they opt into such services.

The eLib Programme built on this achievement, exploring a variety of new services in phases 1 and 2 and then, in phase 3, examining how a broad portfolio of services might be delivered to users through an integrated service such as a hybrid library or a clump.

By 1999 a great deal had been achieved, although it was being observed in some quarters that the Distributed National Electronic Resource (DNER), as it by then was known, had focussed primarily on the needs of researchers. The 5/99 Programme was designed to help correct the balance by focussing attention on the needs of learners and teachers.

In terms of the IA, as it stood in 1999, the formative events can be traced back to the eLib Programme in general and more particularly to the MODELS workshops. This series of events, organised by UKOLN, brought together experts from the UK and beyond to try to establish the underlying structural components and design of what was originally the MODELS applications framework and what was to become, by 1999, the information architecture underpinning the DNER. The underlying concept is perhaps best described in a paper by Lorcan Dempsey, Rosemary Russell and Robin Murray which appeared in the Journal of Documentation in 1999




The MODELS Information Architecture (MIA) aims to provide a framework within which such issues can be addressed. The MIA is aligned with wider work which sees the development of ‘middleware’ or ‘broker’ services as a central part of how the information environment will develop. It is concerned with the types of function such ‘broker’ services need to provide as they help project a unified service over a distributed, heterogeneous set of network services. It has a dual focus: as a conceptual heuristic tool for the library community which helps clarify thinking and acts as a lever for development, and as a tool to assist developers as they think about future systems work.
Since 1999 the IA has undergone very considerable development. Figs. 1, 2 and 3 illustrate some of the stages of this progression - note that Fig. 1 was presented with the user at the top and the content providers at the bottom while the other two diagrams were presented the other way up – it is probably not a good idea to read too much significance into this!
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Fig. 1: The MODELS IA Architecture (1999) 

The MODELS conceptualisation of the IA was clearly based on a desire to identify the key architectures needed for libraries to offer a range of services to their users, who would be accessing such services through Web browsers. It did not at this stage elaborate greatly on the broker/applications framework beyond referring to the MODELS verbs described above i.e. the broker would handle the processes of Discover, Locate, Request and Deliver, although these were discussed quite extensively in other MODELS workshops and elsewhere. There was recognition that there would be a need for a number of middleware services, such as authentication, to be developed to enable brokers to check access rights etc., although at this stage the integration of these services into the architecture was not well-developed.

The content services were described as ‘distributed library system components’ reflecting thinking at that time, although the JISC rejected the idea that the DNER was a kind of national library service (see below).

It may be noted that this conceptualisation of the IA was also a driving force for a number of JISC-funded developments outside the 5/99 Programme, including experiments with electronic document delivery, and started to have an impact on thinking in other sectors.
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Fig. 2: The DNER Technical Architecture (2001) 

By the time that the 5/99 Programme had reached its half-way point a much more sophisticated understanding of the IA was emerging (Fig. 2). It will be noted that the user continues to access services via a web browser but it is now recognised that access will be both direct to a service provider and via a portal – although the diagram appears not to allow for the case, access from the user’s web browser direct to a broker was also implied.

The portal concept is an important one
 and it is worth emphasising the differences between the gateways developed in eLib (and continuing within the RDN) and the portal as defined by the JISC developers
. Thus: 

· a gateway should be regarded as a virtual place which provides signposts to resources. The user enters the gateway, is assisted to select the most useful pointers and then follows them to locate the resources themselves. Typically, a gateway would consist of an ordered list of URLs; when the user clicks on a URL he moves to the site where the resource itself is to be found. The user is a temporary visitor to the gateway, moving rapidly on - but of course quite possibly returning again and again to find more, useful resources.

· a portal is a more sophisticated resource. The user sends a query to the portal, which examines it, reformats it and uses it to query a series of other resources which may contain content of relevance. The results from these searches are then concatenated and otherwise processed by the portal (e.g. to remove duplicates) before being presented back to the user. In essence the user, having entered the portal, never leaves - the portal goes out into the information universe on her behalf.

The entities on the left-hand side of Fig. 2 provide services to brokers to enable them to interpret and contextualise queries and find appropriate content services. They include:

· Authentication and authorisation so that brokers can establish both who a requestor is and what permissions they have;

· Collection descriptions, so that the most appropriate content collections in respect of a particular search can be identified;

· Service description, which provides technical information so that services know which protocols etc. to use to interact with a particular service;

· Resolvers, which in essence deal with the ‘appropriate copy’ problem;

· Institutional profiling services, which enable institutional preferences and resources to be identified.

For most of the period of the 5/99 Programme this was the IA concept which was in place. By 2003, however, it was clear that some modification was needed to provide greater detail on some component parts of the Architecture and a further elaboration has thus been published (Fig. 3).
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Fig. 3  JISC IE Architecture (2003)

Thus as we reach the end of the 5/99 Programme, the IA diagram has changed again in its detail, although it should be noted that in its fundamental depiction it remains the same. 

The user accesses services via a browser or other interface – some discussion has taken place on alternative devices such as PDAs and mobile phones although there are few examples of these in practice.

The ‘Presentation layer’ consists of a number of different portals or portal-like services, including subject portals, institutional portals and learning management systems. The central layer, called ‘Fusion’ contains the brokers, aggregators etc. while the content occupies the ‘Provision’ layer. The ‘Shared Infrastructure’ has expanded somewhat and now includes user preferences services, metadata schema registries and so on. It has been noted that one of the effects of this reformulation is to draw attention to the dominance of ‘middleware’, although this is probably entirely appropriate.

A number of issues raised by the IA are discussed in section 4 below. A general observation which might appropriately be made here, however, is that the IA does not in its current expression describe relationships between components except insofar as they are grouped under general headings, such as the presentation layer. Thus an immediate question might be how an entity such as a learning management system relates to other entities in the presentation layer and whether the middleware services which such components require, are in fact common. 

“What is the DNER?”

The attempt to come to a clear characterisation of the DNER underpinned a considerable proportion of EDNER’s early work. In the documentation produced as part of the background to the 5/99 Call, the statement was made “The Distributed National Electronic Resource (DNER) is a managed environment for accessing quality assured information resources on the Internet which are available from many sources. These resources include scholarly journals, monographs, textbooks, abstracts, manuscripts, maps, music scores, still images, geospatial images and other kinds of vector and numeric data, as well as moving picture and sound collections.”
 The emphasis was thus very clearly on the content, and to many observers the obvious conclusion seemed to be that the DNER was, in effect, a library. It was never entirely clear as to whether the rejection of what became known as the “L word” was based on a belief that it was inadequate and misleading, or was more a matter of politics and a desire to get away from the perceived (and in many ways actual) library-centric eLib Programme.

In addressing this question, the EDNER team suggested that there was merit in looking at a wide variety of models of information-related organisations, and we would argue that this still provides insights of value. Thus the IE and thus the IA contain characteristics which can be observed in:

· Publishers

As with any other service in the scholarly communication chain, the IE has features which suggest parallels with both traditional and emerging models of publishing. For example, it needs to address the quality assurance of content and to provide facilities to enable that content to be distributed, often with payment mechanisms.

· Traditional Libraries

There are many models of traditional libraries available. The IE replicates or replaces some of this functionality, such as the organisation of content and its archiving (preservation), the provision of enquiry services and the provision of (in this case, virtual) study ‘spaces’.

· Museums

Some IE development projects in the 5/99 Programme are explicitly designed to digitise museum content. Also, the traditional museum function of organising materials coherently for themed display – as well as, again, the preservation  function – find direct parallels. It may also be noted that the differences between library and museum approaches to object description provide a useful contrast when considering networked services.

· Digital Libraries

Perhaps most obviously, although definitionally it is complex, the IE has features of a digital library: ‘an organized collection of multimedia data with information management methods that represent the data as information and knowledge’
.

· Hybrid Libraries

As noted above, the idea of the ‘hybrid library’ emerged during the eLib Programme. One of the models of this ‘library in the twenty-first century’ which emerged from eLib phase 3 suggested that its key role is as an ‘invisible intermediary’, dynamically linking each user with exactly the information they need, regardless of format, in the most effective and efficient manner possible.  Thus traditional printed resources may in some circumstances be preferable to electronic equivalents, for example when life-cycle costs are taken into account.

· Gateways and Portals

See the definitions in Section 2 above. In IE terms, gateways are effectively ordered lists of Internet resources; the eLib gateways, now part of the Resource Discovery Network (RDN), form a key component of the IE. A variety of other gateways are on view. A portal differs from a gateway in that the user is not directed to another site in response to a query. Rather the portal accepts the query, itself interrogates a series of resources, intelligently interprets the results (e.g. deduplicating) and then presents a result to the user. This model is fundamental to the JISC IE.

· Managed Learning Environments

MLEs should provide not just the communications structures, materials and online tuition needed for virtual learning, but all the support infrastructure that goes with them. It is difficult not to conclude that, unless the IE can demonstrate interoperability with institutionally-based MLEs and value to their users, it will not succeed. The question remains as to the extent to which the IE should enfold MLEs, operate alongside them or itself be enfolded into the national and international MLE provision and infrastructure.

· e-universities

Going beyond the MLE, an e-university needs a variety of services which enable it to offer and deliver its products across electronic networks. These would include, at a minimum, a brand, quality assurance, awards and financial systems. It could be argued, again, that the IE will need to interoperate with, and possibly to be integrated with, many of these features.

· dot.com companies

The dot.com sector – at least in its pre-crash days – provides some lessons for characterisation of the IE. In brief: dot.coms need both a high profile brand and a high quality product; excellent marketing; robust yet simple payment mechanisms; reliable and rapid delivery mechanisms. The IE needs all of these.

The debate on the nature of the DNER took place in many contexts and is still ongoing in the broader and changed context of the IE.

Issues

Before turning to consider the major issues raised by the three years of IA development, it is worth making the point that the IE development and the IA which guides it are by no means purely technical constructs. There are very many active stakeholder groups, each with subtly (and sometimes not so subtly) different agendas. The IE is driven by a combination of political, social, cultural, economic and technical considerations. Thus the IA may not be, and perhaps should not be, the most technically elegant solution to the problems it addresses – it has to be a practical construct which can operate in constrained circumstances.

In the remainder of this report we consider a series of what we believe to be key issues which have arisen from EDNER’s observations of the development and deployment of the IA.

1.1 An Information Architecture

Although this may appear blindingly obvious, it is worth emphasising that the IA is an Information Architecture. When the provision of information services was seen as very clearly a university library responsibility, this scope seemed obvious – indeed many early commentators spoke of the development of such architectures as guiding the library into networked service development and provision, and Fig. 1 above sees the content suppliers as “distributed library system components”. The hybrid libraries of eLib clearly needed to articulate the common architecture which would underpin shared services in distributed, networked environments. However, one of the effects of focussing on learning and teaching has been to raise again and again the question of where the boundaries of an information environment – and hence of an information architecture – should be drawn. In addition, changes in the research environment, particularly the development of the Grid to create and exploit huge and complex datasets, raise similar questions from that perspective. The fact is that users now expect to integrate their information seeking and information processing into their mainstream tasks – attempts to label a discrete area of user interest as ‘information access’ are doomed to failure. This is a critical issue which is being foregrounded by discussions between JISC developers and the Grid and MLE communities. It is equally important that it should be pursued in other communities, particularly those which use electronic resources (in learning, teaching and research) but which do not use integrated IT-based systems for delivery. Much of higher and further education, with the continued reliance on classroom teaching and face-to-face communication, would fall into this category (see also 4.10 below).

1.2 Presentation and Use
Each of the models of the IA focuses on the individual end-user and culminates in ‘presentation’ to that user. Even if we could identify a discrete ‘information environment’ this begs the question as to how the user processes the information resources – what happens between presentation and use?

Some attempts have been made to address this issue, for example through the 07/02 DiVLE Programme
 but much work remains to be done.

We then need to go a step further and ‘unpack’ the concept of use. What does “use” entail – and should the IA be informed by a greater understanding of how end-users actually make use of these resources?
 How do theories of learning influence the IE? So, for example, if we choose a particular theoretical approach such as the idea of ‘situated cognition’ or that of ‘collaborative learning’, in what way does the IE contribute to the learning experience? For example, take the following quotation and try to identify where the IE fits within its theory of learning: “The breach between learning and use, which is captured by the folk categories ‘know what’ and ‘know how’, may well be a product of the structure and practices of our education system. Many methods of didactic education assume a separation between knowing and doing, treating knowledge as an integral, self-sufficient substance. theoretically independent of the situations in which it is learned and used. The primary concern of schools often seems to be the transfer of this substance, which comprises abstract. decontextualized formal concepts. The activity and context in which learning takes place are thus regarded as merely ancillary to learning - pedagogically useful, of course, but fundamentally distinct and even neutral with respect to what is learned. 

Recent investigations of learning, however, challenge this separating of what is learned from how it is learned and used. The activity in which knowledge is developed and deployed, it is now argued, is not separable from or ancillary to learning and cognition. Nor is it neutral. Rather, it is an integral part of what is learned. Situations might be said to co-produce knowledge through activity. Learning and cognition, it is now possible to argue, are fundamentally situated.”
  
As the context shifts towards integrated environments for broader purposes (for learning, for research, and so on) this issue will become more prominent. We commented on this in our September 2002 report to JCIE, but the issue remains highly pertinent:

“The articulation of the IA (as an expression of the IE) vis-à-vis user environments needs to be addressed. An ‘information environment’ is essentially an artificial construct for most users, who are undertaking tasks within learning, teaching and research environments where information resources are one input among many. For example, a student may be writing an essay as a piece of assessed coursework for unit X of course Y. The entry point to information resources may be a reading list, lecture notes or even an off-the-cuff remark by the lecturer, but it will be tied specifically in the student’s mind to that unit or even to a specific lecture (or whatever teaching event) within it. We need to explore how the student ‘connects’ between this course-unit-lecture-task view of the world and the IE, and whether this has implications for the IA.”

1.3 Unidirectional delivery

The IA diagrams suggest that traffic is almost all to the user rather than considering the user’s role as a producer of information. Whether or not this is formally published is a distinction which is becoming difficult to make as more and more ‘informal’ information is stored or at least exposed on web sites. An obvious area where IE users are producers is in the development of institutional repositories – including the work in the FAIR Programme – but it is not clear how that work fits into the IA as currently defined (see also 4.7 below). More broadly, do users need new tools to expose their own resources more effectively – especially given EDNER’s evidence of widespread poor practice where tutors do expose resources on their own web sites?

1.4 What kind of information?

The model does not fully take into account the fact that the user is receiving many different types of information from many different sources, and has to integrate the JISC offer with all the rest. 

· We need to keep remembering that the ‘information’ component that the IE addresses is a very partial component of the total information universe with which users engage. Many academics and students make extensive use of information which is crying out for better organisation but which receives little or no attention: colleagues’ web sites, email discussion lists, PowerPoint presentations from conferences and so on. It is worth asking what an IA which addressed these needs would look like. It is also worth noting that by far the most effective method of accessing such resources currently is a Google search – perhaps explaining in part why this is the favourite information retrieval tool for both students and tutors.

· One could also go further and suggest that a comprehensive IA would also address the informal information which oils the wheels of academia. Under such an understanding the IA would be much more focussed on communication than on information – or would combine the two. Its primary concern would be for the provision of information pathways between actors – publishers, authors, tutors, researchers, and students – while only(?) secondarily would it be concerned with content. As such it is the tasks which users are undertaking that provide the dominant design criteria. We return to this issue in our conclusions.

1.5 Cross-searching

In many discussions and papers, and indeed in the core functional diagrams which describe the IA, the key capability is stated as the ability to select and cross-search large numbers of heterogeneous sources and to present unified results to the user. There is no doubt that these are important functions and it is easy to see why, in a world of ever-proliferating sources, the need to bring order to impending chaos of tens or even hundreds of thousands of disparate datasets is given high priority.

However, some comments need to be made about this concentration of effort.

· It is not clear that users themselves see this capability as being of crucial importance. For many purposes users appear to prefer to access their ‘favourite’ sites and perhaps even to select these for themselves. Certainly they use aggregator sites but the popularity of services like Google, Amazon, lastminute.com and, in the academic context, ZETOC would seem to suggest that cross-searching is useful but perhaps not essential. A typical user might be satisfied with a good alerting service and the ability to access identified content easily and indeed seamlessly. These services are provided within the IE and are popular, but they do not involve cross-searching of metadata.

· It is arguable that the whole idea that academic users need services which enable them to find the ‘needle in the field of haystacks’, i.e. THE key paper which tells of a new research finding in their field, is in fact only part of the picture, and reveals that the IE is actually built primarily on the needs of researchers. For many tutors the evidence (see elsewhere in the EDNER reports) seems to be that they use a generic search engine to find ANY object which meets a teaching need: so they are content with an object which ‘does the job’ even if it is not necessarily the ‘best’ possible. With such searches, the ability to search full text rather than formal metadata may be quite adequate. Students, whatever we may think of the practice, are often also satisfied with an item that is ‘good enough’ or, as noted above, they bookmark favourite sites to which they return again and again.

These observations do not in any way invalidate the provision and exploitation of high quality metadata and the use of cross-searching to discover resources hidden in a range of heterogeneous services, but they do suggest that other approaches also need attention. For example, keyword searching of full-text, among other approaches, is important to users and may, as the IE develops a broader audience, become more critical. It must be noted, in favour of such approaches, that the overhead of creating and managing complex metadata will be increasingly unattractive to many of these communities and their suppliers.

A final issue under this heading is that cross-searching is not a good mechanism to support browsing and that more attention needs to be paid to such serendipitous activity.

In summary, it is pertinent to ask whether an IA which is designed to support metadata-based cross-searching is a sufficient answer to the range of services which might best serve the needs of all higher and further education users.

1.6 Quality

The emphasis of the DNER and the IE has always been on ‘quality-assured’ information resources. However, there has been little sustained debate on what ‘quality’ actually means in this context. In other reports EDNER has drawn attention to the finding that students define quality much more in terms of ‘look and feel’ than in terms of external assurance of validity and reliability. More than this we have noted:

· That ‘quality’ in DNER/IE terms often refers to the quality of metadata rather than the quality of the underlying objects. For example many services index journal articles from a wide range of both peer-reviewed and non-peer-reviewed journals. Only peer-reviewed elements have recognised quality assurance, so what exactly is meant when such resources are described as ‘quality assured’?

· Quality is often defined by the services themselves, rather than by reference to a common DNER/IE benchmark. For example, the hubs each have their own selection criteria for Internet resources to be surfaced at subject gateways.

· Selection of resources (again the hubs provide an example) is often made by intermediaries with relatively little direct involvement by representative end users. It thus diverges markedly from the benchmark process of peer review.

· Quality is treated as an ‘entry threshold’ with few mechanisms in place to review material which is in the DNER/IE for continued relevance. Thus quality becomes a fixed attribute, which is a long way from the core concept of quality as ‘fitness for the user’s purpose’.

The IA approach is in effect to deliver whatever content ‘approved’ suppliers offer: is this in fact an adequate mechanism, or is yet more middleware needed to filter or at least indicate the status of retrieved content?

1.7 Institutional repositories

A comment was made above about the development of institutional repositories. The concern is that the IA does not yet clearly indicate how the processes involved in managing and providing services from repositories fits within the current model. There is particular concern about the mechanisms involved in delivering services. If we treat the repositories as ‘content providers’ in the model, an assumption has to be made that the data which they deliver is interoperable – with the main concern being the adequacy of metadata to support interoperability at the semantic level. Is it in fact possible to simply cross-search a set of repositories and produce meaningful and reliable results – especially where there is no single disciplinary focus to the underlying content? The treatment of ‘standards compliant’ repositories has so far been purely in terms of technical standards including metadata schema, yet the key issue may well be the feasibility of achieving semantic interoperability with the implication that there are shared vocabularies in use. What are the mechanisms to ensure interoperability at this level when any institution or other body can set up and declare such sources?

1.8 Middleware

A recent comment (at the JISC Development Forum) that middleware has become dominant in the model needs to be taken seriously. There are good reasons for this and a strong argument that thin presentation and provision layers are appropriate (i.e. that the complex processing of requests should be done in the ‘invisible’ middle layer). Indeed the semantic web and Grid developments suggest that this is the future for the majority of networked services. What is needed, perhaps, is a clear articulation between the different middleware components and between competing components of the same kind. An example of the latter issue would be user preference services which show every sign of proliferating.

1.9 Standards

The IA has been a successful vehicle for the promotion of open standards and a recent paper from UKOLN has provided a helpful summary of the current position
. It is also notable that the IA has proved flexible enough to accommodate new and emerging standards (OpenURLs would be a case in point) where that has proved necessary.

There is a need for continuing debate between the academic/IA community and the developers of broader services in networked environments. The adoption of web services approaches by IA developers and the increasing use of, for example, SOAP interfaces for searching content services etc. demonstrate that there is good awareness in our community of how development paths are changing and the ability to accommodate such changes. However, there is continuing criticism from some providers in the commercial sector that the academic community tends to develop its own, over-complex approaches which never gain more widespread acceptance – Z39.50 tends to be the focus for such comments. The difficulty, of course, is that widely-accepted and implemented alternatives are often not available at the time that they are needed. However, the IA community does need to remain alert to the possibility that some of its standards commitments may, over time, prove to be transitory.

1.10 Physical learning environments

A great deal of energy is, rightly, being expended on the development of integrated approaches to managed and virtual learning environments and the DiVLE Programme has provided useful learning on the linking of information resources to these environments. However, it could be argued that there is a danger of making an unwarranted assumption here – that the majority or even a significant proportion of the learning which will take place in UK higher and further education will in the near future, or even in the medium term, be within such environments. There is little evidence to support such an assumption. Our observations in EDNER would suggest that where VLEs are used they are, with some exceptions, only a small part of the approach to teaching adopted by tutors; that frequently they are used to provide resource pointers rather than to present an integrated online learning environment and that there remains a strong commitment to physical learning environments, including lectures, tutorials and group activities. As a result, the relationship between the IE and physical learning environments (PLEs), including the implications for the IA, may need to be given greater attention.

Conclusions

The above discussion is intended to illustrate some of the major questions which face the IA at this time. So far, the IA has evolved as a technical description of the linking of content services to end users via brokers, employing a variety of middleware services. It would be useful to revisit that approach and consider what happens when the IE – and thus the IA – becomes less information flow focused and more concerned with the processes that users undertake in their various roles.

With this in mind it is suggested that it may be helpful to think of the IE as the infrastructure (physical network, communication systems, processing tools, content services ….) which enables users, working individually or as groups, to complete tasks within a distributed, networked environment. The key question then becomes the characterisation, not of content nor of services, but of tasks themselves. Content and services become secondary and what is produced is an architectural design which is driven by the tasks and activities which users perform or wish to perform.
It is interesting to note that, in a recent paper, Neil McLean and Clifford Lynch suggest that what is needed is “…a conceptual shift away from a traditional systems architecture viewpoint to one where applications become defined by the services provided and the services that can be accessed.”
 As will be apparent, our view would be that focusing on services is not in itself enough. Until we have a much clearer understanding of the tasks that the end-users are performing and of the ways they link these tasks together it will be difficult to develop a truly comprehensive architecture.
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� The 5/99 Learning and Teaching Programme and 5/99 Infrastructure Programme arose out of a need to integrate learning environments with the wider information landscape aimed at increasing use of online electronic resources.


� MODELS was a supporting study under the eLib Programme. The MODELS verbs were the foundation of the MODELS “Applications framework”. This is discussed further below.


� In fact some limits did apply, such as the number of concurrent connections, but the new principle remained even in these cases.


� Dempsey, L., Russell, R. and Murray, R. (1999) Utopian place of criticism? Brokering access to network information. Journal of Documentation, 55(1), pp. 33-70.


� This diagram is taken from Rosemary Russell’s presentation at the MODELS 9 Workshop (available at http://www.ukoln.ac.uk/dlis/models/models9/presentations/)


� This diagram is taken from The DNER Technical Architecture: scoping the information environment by Andy Powell and Liz Lyon, May 2001. (Available at � HYPERLINK "http://www.ukoln.ac.uk/distributed-systems/jisc-ie/arch/dner-arch.html" ��http://www.ukoln.ac.uk/distributed-systems/jisc-ie/arch/dner-arch.html�)





� See also EDNER’s Strand B reports.


� Although it should be noted that these definitions are not widely accepted or used outside the JISC development community.


� Adapted from Brophy, P. (2001) The Library in the twenty-first century. Library Association Publishing. p. 148.


� This diagram is taken from Andy Powell’s presentation to the JISC Development Group in April 2003.


� In passing it may be remarked that much of the early enthusiasm for delivery to mobile devices seems to have waned, although this may be a temporary refocusing. However we did note in an evaluation of the 7/99 MARTINI Project at the University of East Anglia that very few users could be found to express interest in WAP or other mobile interfaces.


� Joint Information Systems Committee (1999) Adding Value to the UK's Learning, Teaching and Research Resources: the Distributed National Electronic Resource (DNER).


� IITA Digital Libraries Workshop (1995) Interoperability, Scaling, and the Digital Libraries Research Agenda. � HYPERLINK "http://www.ccic.gov/pubs/iita-dlw/" ��http://www.ccic.gov/pubs/iita-dlw/� �





� See the LinkER Project Final Report for a summary of issues raised by that Programme.


� We disagree with the comment made by Andy Powell and Liz Lyons in their 2001 paper The DNER Technical Architecture: scoping the information environment (page 3) that “The DNER architecture does not need to concern itself too much with what ‘use’ of the resource (or the record) actually means”. (� HYPERLINK "http://www.ukoln.ac.uk/distributed-systems/jisc-ie/arch/dner-arch.html" ��http://www.ukoln.ac.uk/distributed-systems/jisc-ie/arch/dner-arch.html� )


� From Brown, J.S., Collins, A. and Duguid, P. Situated cognition and the culture of learning. Educational Researcher, 1989, 18, pp. 32-42. � HYPERLINK "http://www.ilt.columbia.edu/ilt/papers/JohnBrown.html" ��http://www.ilt.columbia.edu/ilt/papers/JohnBrown.html�


� Joint Information Systems Committee (2003) JISC Information Environment Architecture: Standards Framework  (� HYPERLINK "http://www.ukoln.ac.uk/distributed-systems/jisc-ie/arch/standards/" ��http://www.ukoln.ac.uk/distributed-systems/jisc-ie/arch/standards/�)


� McLean, N. and Lynch, C. (2003) Interoperability between information and learning environments. � HYPERLINK "http://www.imsglobal.org/DLims_white_paper_publicdraft_1.pdf" ��www.imsglobal.org/DLims_white_paper_publicdraft_1.pdf� 
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